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Abstract—The Visually Aided Simultaneous Localisation and
Mapping (VA-SLAM) system provides an on-line 3-D SLAM
solution capable of running in different illumination conditions,
including complete darkness, using only a Kinect sensor. Visual
techniques are used, only when sufficient lighting is available,
to improve pose estimations which rely on an octree-based ICP
variation. The system is implemented in a modular fashion to
easily allow for swapping out and testing alternative approaches
to feature extraction, matching, estimation and refinement in
future developments. As part of the VA-SLAM system, the SIFT,
SURF and ORB feature methods are evaluated here in terms of
their robustness to various illumination.

I. INTRODUCTION

VA-SLAM is a solution to the SLAM problem for un-
derground environments with the aid of visual information.
The system is capable of operating in environments with
poor illumination conditions and without GPS localisation.
This work aims at furthering the field of robotics in the
mining environment, which has not yet benefited from visual
techniques.

The Kinect sensor, which was originally created for con-
sole gaming, has become popular among robotics research
primarily due to how it simplifies the Visual Simultaneous
Localization And Mapping (V-SLAM) problem. V-SLAM
approaches that acquire Red, Green, Blue and Depth (RGB-
D) data operate differently from stereo systems; the input is
dense RGB-D instead of two colour images. It is no longer
necessary to make an initial guess on the depth of a newly
observed feature because the pixels from the Kinect images
have depth information. The estimation of feature positions
requires fewer frames and achieves a more accurate estimate
because we have a direct 3-D measurement. Instead of adding
sparse features to the map, it is possible to add the whole point
cloud, allowing for the creation of dense models.

RGB-D cameras have some important drawbacks to note
with regards to 3-D mapping. They provide depth only up
to a limited distance (up to 6 metres before a rapid decline
in accuracy), their depth estimates are very noisy and their
field of view (of 60◦) is far more constrained than that of the
specialised cameras and laser scanners commonly used for 3-D
mapping (typically near 180◦).

There are also a number of challenges with regards to the
depth images. It contain numerous holes where no structured

light depth reading is possible. This is due to certain materials
or scene structures which do not reflect infra-red (IR) light,
very thin structures or surfaces at glancing incidence angles.
When moved rapidly the Kinect will also experience motion
blur, like any camera, as well as desynchronised colour and
depth images which leads to missing data.

Using the Kinect sensor data, frames are aligned in 3-D
using a robust and efficient variation of the Iterative Closest
Point (ICP) algorithm [1], which exploits the space-efficient
octree data structure. This algorithm is aided with an initial
pose estimate whenever possible using sparse visual align-
ment, otherwise it is initialised with the identity transform. The
sparse visual alignment system makes use of visual feature
extraction on 2-D images. The features are matched using
kNN-matching and uses a distance ratio test on matched
features to discard outliers. The matched features are then used
to align the images with the RANdom SAmple Consensus
(RANSAC) algorithm [2]. Keyframes, which are sufficiently
sparse, are selected and added an optimisable graph and loop
closure is attempted for that frame. Loop closure is attempted
between the current keyframe and the subset of keyframes
which are currently not connected and estimated transforma-
tions are within a threshold. Loop closure is attempted on
every new keyframe using the same alignment technique as
before. Finally, the graph is optimised and used to produce a
map on every new keyframe addition.

The system is evaluated on a publicly available data set,
using open source benchmarking tools. The results show that
SIFT [3] is a good choice for feature extraction in visual
alignment, comparing it to two other popular techniques in
visual alignment; namely SURF [4] and ORB [5]. The final,
graph-optimised results is also shown to be comparable to
current state-of-the-art visual graph-based SLAM solutions.
The system is efficient enough to produce a map at run-time
and most importantly, the system is shown to be robust to
vastly different levels of illumination.

II. RELATED WORK

Fioraio and Konolige [6] recently presented a system that
uses bundle adjustment to align the dense point clouds of the
Kinect directly, however without further exploiting the RGB
images. Another approach by Henry et al. [7] uses sparse



keypoint matches between consecutive colour images as an
initialisation to ICP. In their experiments, they found however
that often the computationally expensive ICP step was not
necessary. Therefore, they improved the algorithm so that ICP
was only used if few (or zero) keypoint matches could be
established.

A similar approach to Henry et al. is the work of Endres et
al. [8]. While Henry et al. use sparse bundle adjustment [9] for
the optimisation of the 2.5-D re-projection errors in RGB-D
image space, Endres et al. optimise the 3-D pose graph using
the g2o [10] framework. Also, Henry et al. post-process the
resulting point cloud into a surface element (surfel) represen-
tation, while Endres et al. create a voxel representation [11]
that can directly be used for robot localisation, path planning
and navigation.

Sparse visual odometry refers to approaches only using a
part of the available image data for visual alignment. Henry
et al. developed the RGB-ICP algorithm which lays the foun-
dation for this approach. Their algorithm can be summarised
into the steps shown in algorithm 1.

Algorithm 1 RGBD-ICP
Extract sourceFeatures from sourceRgbImage
Extract targetFeatures from targetRgbImage
Find feature associations by matching sourceFeatures and
targetFeatures
Compute transformation with RANSACalignment
while transformationError ≤ errorThreshold or
maxIterationsReached do

Find 3D point associations between sourcePointcloud
and targetPointcloud
Find transformation that minimises error function.

end while
return transformation

The algorithm aligns two RGB-D frames; a source frame
and a target frame. Sparse visual features are first extracted
from the two frames. Corresponding feature points between
the two frames are matched and along with their depth values,
are used to generate matched feature points in 3-D. The
RANSAC algorithm is used to determine a subset of feature
pairs corresponding to a consistent rigid transformation.

Alignment of images is typically done using sparse key-
points (also called feature-points or interest points) matching.
A key advantage of visual features is that they can provide
alignments without requiring initialisation. These keypoints
are usually obtained in two steps; namely through feature
detection and extraction. A reliable feature will be invariant
to image location, scale and rotation.

The feature detector identifies a region containing a strong
variation of intensity such as an edge, a corner or a blob,
and at its centre is the assigned keypoint. After features have
been detected, a local image patch around the feature can
be extracted such as a local histogram; known as a feature
descriptor. The descriptor is generally computed by measuring
the main orientations of the surrounding points, leading to a

Fig. 1. System Overview: With RGB-D input data, the system aligns the
sensor frames using pairwise transformation estimation. If the keyframe
criteria is met, the frame will be added to the pose graph. Loop closure is
then attempted and the graph is optimised. Once the graph has be updated,
the point cloud data and the corresponding pose estimates are added to the
global coordinate system to form a 3-D map.

multidimensional feature vector which identifies the relevant
keypoint. Finally, after a set of features have been extracted,
a matching algorithm can then be used to find corresponding
keypoints between a pair of frames. Though descriptors are
very distinctive, they must be matched heuristically and false
matches will likely be selected.

III. VA-SLAM

The VA-SLAM approach developed here combines a mod-
ified version of the RGBD-ICP approach above with the use
of g2o for graph-based optimization. The modified RGBD-ICP
approach is then used further for loop closure.

The overall system is illustrated figure 1, showing the pro-
cesses involved for every new sensor frame that is processed.
This SLAM approach is divided into a front-end and a back-
end. The front-end extracts spatial relations between individual
observations while the back-end globally optimises the poses
of these observations in a pose graph and with respect to a
non-linear error function.

In the front-end of the system, the Kinect sensor feeds the
system with colour and depth images. The colour image is
used to detect keypoints and extract descriptors which are
matched to previously extracted descriptors. The matches,
combined with depth images are used to find the 3-D cor-
respondences between sensor frames so that the relative trans-
formation between the sensor poses can be computed using
RANSAC.

The approach used to register frames in this project is
based on the RGBD-ICP approach in algorithm 1. Henry et al.



found that the ICP algorithm was computationally expensive
as well as that the sparse visual alignment provided accurate
estimations most of the time and thus would only run ICP if
there were too few inliers remaining after using RANSAC.

In the context of an underground mining environment,
visual alignment cannot be so heavily relied upon due to
poor illumination conditions. Thus, the key difference in the
approach developed here is that ICP is no longer a fall-back
in the possible event of visual alignment failure, but rather the
critical step in the approach. While the sparse visual alignment
provides fast and accurate results, underground applications
can render it unreliable. Robustness is an important factor
in this project, so the ICP algorithm is used to find every
transformation and the initial guess provided by sparse visual
alignment is used only if it passes a reliability criteria; includ-
ing, the number of reliable keypoint matches found as well as
how drastic the alignment measure is. Visual alignments which
exceed half the camera’s field of view is discarded as they are
likely to be poor alignments. The identity transformation is
use to initialise the ICP algorithm when the visual alignment
is discarded.

An efficient and reliable octree variation of the ICP algo-
rithm (named Octree-ICP) is developed, based on the method
by Stückler et al. [12], to mitigate the performance issues of
the standard ICP algorithm used by Henry et al.

The visual alignment module makes use of visual feature
extraction on 2-D images. The features are matched using
kNN-matching and uses a distance ratio test on matched
features to discard outliers. The matched features are then used
to align the images with the RANSAC algorithm. If successful,
the transformation which best fits the model in RANSAC is
then used to provide an initial estimate for the Octree-ICP
algorithm.

Frames which are sufficiently sparse are added to the graph
as keyframes. To qualify as a keyframe, the current frames
relative transformation must be greater than a specified angle
and Euclidean distance threshold from the reference frame.
The reference frame is chosen to be the frame with the nearest
pose difference according to the optimized pose graph, which
is not necessarily the previous keyframe.

Loop closure is attempted on every new keyframe using the
same frame alignment technique as before, between the current
keyframe and a heuristically selected subset of keyframes.
Loop closure attempts sparse visual alignment by matching
stored feature descriptors of corresponding keyframes which,
again, provide the initial estimate to Octree-ICP. If visual
alignment fails, the estimate pose difference between the two
frames is used as an initial estimate instead. If successfully
aligned, an edge is added to the graph between the corre-
sponding nodes.

Finally, the graph is optimised and used to provide a map at
run-time. The map is optimised using g2o, providing accurate
pose estimations which are used to construct a map. The g2o
optimisation makes use of Levenberg-Marquardt estimation
with the CSparse solver.

IV. VISUAL FEATURES

Detected features need to be repeatable (detectable from
different viewpoints) and have to be described in such a
way that the descriptions can be matched. To make this
matching efficient, a descriptor which invariant to changes in
view and environmental conditions, has to be used. In recent
years there have been increasingly frequent developments in
local invariant descriptors [13]. In this work, three prominent
techniques are investigated. The most widely used feature
detector and descriptor is Scalar Invariant Feature Transform
(SIFT) [3], developed by Lowe in 19991. Since then, many
variations of the detector and descriptor scheme have been
developed, such as the also well-known Speeded Up Robust
Feature (SURF) [4] and the more recent Oriented FAST and
Rotated BRIEF (ORB) [5] features.

The SIFT feature detector finds features that are stable
across all scales. These features represent extrema in the scale
space of an image. A characteristic of these extrema in the
scale space is that they are detectable under different views of
the same scene. SIFT, although it may provide accurate results,
may impose a large computational burden, especially for real-
time systems such as visual odometry. Thus, a search for
replacements with lower computation cost may be necessary.

SURF is a robust local feature detector and descriptor,
largely inspired by the SIFT approach. It uses an integer
approximation to the determinant of Hessian blob detector
and uses the sum of the 2-D Haar wavelet response around the
point of interest for features. SURF has been found to be more
robust to different image transformations as well as having a
computational advantage over SIFT by its authors.

ORB features build on the well-known Features from Ac-
celerated Segment Test (FAST) keypoint detector (with the
addition of a fast and accurate orientation component) and
an efficient computation of oriented Binary Robust Indepen-
dent Elementary Feature (BRIEF) descriptor. ORB is also
a computationally-efficient replacement to SIFT, which its
authors claim to have similar matching performance, is less
affected by image noise, and is capable of being used for real-
time performance. They also claim their descriptor performs as
well as SIFT on certain tasks (and better than SURF), while
being almost two orders of magnitude faster. An additional
advantage of ORB is that it is free from licensing restrictions.

The OpenCV [14] implementations of SIFT, SURF and
ORB are utilised for extracting features. There are several
parameters to consider when using each of these feature
methods. The OpenCV implementations provide the default
values in its implementation that correspond to the original
papers that present each approach. Many different parameter
values were tested but the default values proved to be the
best and were thus left unchanged. The parameters are set as
follows:

SIFT uses three layers in each octave, the same value
used in [3]. The contrast threshold, used to filter out weak

1Note that the SIFT and SURF algorithms are patented in the USA (US
6711293 B1 and US 8165401 B2 respectively).



features in low-contrast regions, is set to 0.04. The threshold
for filtering out edge-like features is set to a value of 10. The
sigma of the Gaussian applied to the input image at the first
octave kept at the default value of 1.6.

SURF uses two layers in each octave, with a total of 4
octaves. The threshold for the Hessian keypoint detector used
in SURF is set to a value of 300, so only features with Hessian
values larger than that are retained.

ORB uses 8 pyramid levels with a pyramid scale factor of
1.2. This scale factor can improve results with values closer
to 1 but the performance suffers and larger values result in
features with poor scores. A threshold for the size of the border
where the features are not detected is set to 31, the same value
as the size of the patch used by the oriented BRIEF descriptor.

Mismatched features can occasionally throw the transforma-
tion off completely. To mitigate this, the distance and angle of
the transformation is calculated. If the distance and angle are
less than a maximum acceptable threshold, that transformation
will be used, otherwise it is set to the identity transformation
(no motion).

The Kinect has a field of view of 58o horizontal and 45o

vertical. The angle threshold for the transformation is set to
half the latter angle (the smaller of the two); approximately
0.4 radians. The distance threshold is set to 0.5 m, assuming
that the sensor will not be moving more than that in the time
of one new frame alignment.

V. RESULTS

All results were obtained on an Intel i5 at 3.1GHz, 4
GB DDR3 RAM, 64 bit Ubuntu 12.04 computer. A publicly
available data set is used which is available on-line from
the Computer Vision Group at the Technical University of
Munich (TUM) [15]. These datasets are specifically provided
for comparing alignment and mapping algorithms on RGBD
data and includes ground truth information for analysis. The
“fr1/360” data set is used as it provides a 360o indoor scenario
with both highly textured (walls) and untextured (floor) regions
and includes motion in 6DOF.

A. Comparison of Feature Methods

The performance of the feature methods under different
illumination conditions is tested. The illumination conditions
are simulated via gamma correction on the colour images in
the dataset. Gamma correction controls the overall brightness
of an image and is applied to every pixel in the image as
follows:

newPixelV alue = oldP ixelV alue1.0/γ (1)

Thus, for gamma values γ < 1, the brightness increases
and for γ > 1, the brightness decreases. The following results
are obtained for darker images, to test how well the feature
methods perform as illumination decreases.

The results for the varying light conditions are plotted
below. Figure 2 compares the RMSE of the translational error,
followed by RMSE of the rotational error in figure 3. The
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Fig. 2. The translational RMSE, calculated over all frames, for sparse visual
alignment with various levels of illumination (gamma).
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Fig. 3. The rotational RMSE, calculated over all frames, for sparse visual
alignment with various levels of illumination (gamma).

failure rate of the different feature methods are compared in
figure 4.

1) Summary of Feature Methods: SIFT features are found
to produce, generally, the most accurate results of these three
alternative. SURF features did not perform as well as expected,
despite its claim of being an improvement over SIFT in speed
and accuracy in their specific testing. However, SIFT may be
less stable with reduced illumination (giving the highest failure
rate at darkest levels for rotational error). The consequences of
the failure rate is mitigated, however, by the pose refinement
step (evaluated further on) which can still perform well in the
event of failed feature alignments.

It is important to note that some parameters of the SURF
implementation were changed in order to help improve its
speed. However, the SURF features were still the slowest
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Fig. 4. The failure rate for sparse visual alignment with various levels
of illumination (gamma). Results are obtained with SIFT, SURF and ORB
features.

to extract. The total processing time per frame for SURF
feature alignment was on average around 69ms, while SIFT
was around 40ms (a 42% improvement) on the testing system
used. Although these times are already slower than the frame
rate of the Kinect, the results are fairly consistent up to around
6 skipped frames in the dataset. SIFT was also found to have
a lower alignment failure rate in general.

ORB features lived up to their claim of being much faster to
compute. ORB feature alignment averaged a processing time
of around 23.7ms, much faster than either SURF or SIFT and
within the frame rate of the Kinect. However, ORB features
are also found to be much less stable, producing larger errors
than SURF and SIFT in most cases.

With respect to the application of a mobile robot traversing
a mine, the translational accuracy will have a larger influence
on the overall map than that of the rotational accuracy. Thus,
when weighing the cost of translational verses rotational error,
the translational error should have minimisation priority. With
this in mind, SIFT features are preferred as they produce
much smaller translational errors in the rigid transformation,
than that of ORB features. Furthermore, it can be seen further
on that the slower computational time of SIFT (compared to
ORB) is still tolerable for the overall system.

B. VA-SLAM Results

The results shown in this section are obtained for the
complete VA-SLAM system, making use of SIFT features
for initial alignment and Octree-ICP for pose refinement. The
optimisation phase includes graph optimisation over selected
keyframes with loop closure.

Figures 5 and 6 show plots of the results before and
after graph optimisation for the translational and rotational
errors for the skipped frames and illumination difference tests
respectively.
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Fig. 5. The translational RMSE before and after graph optimisation with
various levels of illumination (gamma).
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Fig. 6. The RMSE of the Rotational Error before and after graph optimisation
with various levels of illumination (gamma).

1) Summary of Graph Optimisation: The translational and
rotational errors show consistent and significant improvement
in the results after applying graph optimisation. The results
after gamma correction shows the same improvement for
50% illumination, but little change in results is observed for
illumination levels of 25% and 12.5%. In fact, the effect of
optimisation over frames with 25% illumination shows a small
reduction of accuracy.

This could be an indication that in certain cases, just enough
illumination is present to produce enough features (likely
unstable features) for visual alignment to take place. In such
a case visual alignment could produce a bad alignment which
is added to the graph with equal weighting all other frames.
When a bad frame is inserted into the graph it effects the entire
graph during optimisation. However, this effect is minimal, as



can be seen in figures 5 and 6.
The average compute time per frame for the system before

and after applying graph optimisation is as follows:

Ave. Time/frame
Before optimisation 91.86 ms
After optimisation (all frames) 95.46 ms
After optimisation (keyframes only) 138.96 ms

Approximately 27% of frames were added as keyframes for
the data set. However, since it is only applied to keyframes
the overall average compute time is only slightly increased.

The Relative Pose Error (RPE) and Absolute Trajec-
tory Error (ATE) results for RGB-D SLAM [6] and MRS-
Mapping [12] are given for the same data set and compared
to the results obtained here as follows:

Approach RMSE RPE RMSE ATE
VA-SLAM 0.084 m 0.077 m
RGB-D SLAM 0.103 m 0.079 m
MRS-Mapping 0.110 m 0.069 m

The results show that the VA-SLAM approach presented
here is comparable to the current state-of-the-art. The RPE
result shows improvement over both approaches but does
not improve for the ATE versus MRS-Mapping. The ATE
is however similar to RGB-D SLAM. This may indicate an
improvement in the frame alignment approach but MRS-
Mapping provides an improved back-end (loop closure and
graph optimisation). Since MRS-Mapping also uses g2o in
the same manner for optimisation, the improvement can prob-
ably be attributed to the error function and/or loop closure
techniques used in their approach, rather than their frame
alignment approach.

VI. CONCLUSION

The results obtained for this system are comparable to state-
of-the-art systems for the data set used. The system showed
improved results over RGBD-SLAM. The RTE was slightly
improved over MRSMapping but slightly worse for the ATE.
This indicates an improvement in the frame alignment process,
but perhaps can be improved in loop closure.

The Kinect is a very modern innovation in sensor technol-
ogy. However, since its release in 2010, newer versions of this
technology have been developed with increased resolution and
decreased noise levels. The use of these newer devices can im-
proves measurement accuracy in the results. Since this system
operates in 6 DOF, it is independent of running on a mobile
robot or drone or hand-held operation. The output data is also
suitable for robotic navigation. In order for this system to work
in an underground environment, further investigations would
need to be done on hardware requirements and environmental
conditions.

Tests results showed that SIFT features were the most robust
option for feature extraction, over SURF and ORB. ORB
features were much faster but not reliable enough for robust
alignment. The feature used in feature matching are found on
grey-scale (intensity) images. These features could be made
more robust to illumination if modified to work on colour

spaces which are characteristically more robust to changes in
illumination, such as those with Hue and Saturation channels.
There have been a many recent developments in feature
extraction algorithms developed for a range of application.
The feature extraction algorithms tested in this work, while
popular, are not guaranteed to be the best options available
for the task.

It is important to note that the simulation of reduced light
does not take into consideration how the Kinects RGB sensor
performs in reduced light. It is likely that the results in
real illumination conditions may produce more erratic results,
however, the steps taken to discard erratic results should help
to mitigate this. Further tests in real mining environments are
recommended for future developments.
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