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Abstract—In this paper we propose and evaluate a rotation-
invariant, image-based error metric for use in visual servoing and
other image-based control schemes. This error metric provides a
value proportional to the square of the distance between the two
sample images using matched feature bearings in the two images.

To determine the performance of the error metric, we perform
Monte-Carlo simulations characterising the effect of changes
in the number of features, average distance to feature, feature
observation noise and outliers in the matching process. We show
that the proposed error metric is robust to all these changes
and functions well as the basis for an image-based visual path
following algorithm. The paper is concluded with sample error
surfaces computed from both simulated and real data.

I. INTRODUCTION

Vision-based control or visual servoing [2] is a technique
whereby the position and orientation of a camera is controlled
using information gathered from the images captured by that
camera. Is it typically used to return a camera to a previous
pose where a reference image was captured. The need to
capture a reference image often leads this form of control to be
referred to as teach-and-repeat or teach-and-replay [5] as the
camera is first taken to the desired pose (the teaching phase)
to record a reference image, and then the controller is able to
return the camera to this same pose (the replay phase).

In conventional control, a controller requires an error signal
to minimise, and in the case of visual servoing, this metric is
computed from the image data. This error metric is typically
defined as [2],

e(t) = s[m(t), a]− s∗. (1)

In this equation, m(t) is a set of image measurements, typically
interest-points such as SIFT [11] features or Harris [8] corners
or possibly distinctive image patches such as MSER [3]. The
function s[·] uses these image measurements together with
any additional knowledge, a, to compute a vector of visual
features. The overall error vector, e(t) is then the difference
between these currently observed visual features, s[m(t), a],
and the reference features, s∗. For an observable system [4],
minimising the error vector, e(t), is equivalent to returning
the camera to the initial pose where the reference features, s∗,
were captured.

For a simple visual servoing application, we could consider
the coordinates of SIFT interest points as visual features;
thereby establishing an error metric as the Euclidean distance
between the current locations of those features and the refer-
ence locations in the source image. Under certain minimum

conditions, if these image points align, we can show that the
camera would have to be in same location and orientation
as it was when the reference image was taken. For many
visual servoing applications, this is sufficient; however, for the
application of vision-based path following, it is perhaps too
restrictive.

For the case of vision-based path following, it is sufficient
to match only the position of the taught path, ignoring the
orientation. This gives us the useful ability to follow the path
in either direction. To this end we propose the use of an
orientation invariant error metric.

The work in this paper extends on the path following
algorithm initially presented in [15], by performing a detailed
analysis of the qualities and properties of the vision-based error
metric. We proceed from here to derive the vision-based error
metric in the next section. Section 3 contains a number of
simulations to evaluate the effectiveness of the error surface
in light of a number of parameters. Section 4 includes some
simulated and experimental evaluations of the error surface
and our conclusions are presented in Section 5.

II. VISION-BASED ERROR METRIC

For the purposes of this derivation, we assume that the
vehicle performing the path following is constrained to a 2D
manifold. Under these conditions, it can be shown [10], that
feature bearing is sufficient to determine the full pose of the
camera. For this reason, we can proceed with the so-called 1D
Camera Model [1] where only the bearing to interest points
are measured.

Given a camera with pose, pj = [x, y, φ]T, observing a
feature F with world coordinates, [X,Y ]T, the bearing, β to
the feature is given by;

β = atan2(u2, u1), (2)

where, [
u1
u2

]
=

[
cosφ sinφ
− sinφ cosφ

] [
X − x
Y − y

]
This value for u may be seen as a rotation of the vector

[(X−x), (Y −y)]T through an angle of −φ. We can therefore
rewrite (2) as,

β = atan2((Y − y), (X − x))− φ. (3)



To investigate the effect of moving the camera on the
feature bearing, we use a first order Taylor expansion of (3),
given by,

β′ = β +
∂β

∂x
∆x+

∂β

∂y
∆y +

∂β

∂φ
∆φ, (4)

where,

∂β

∂x
=

(Y − y)

(X − x)2 + (Y − y)2
(5)

∂β

∂y
=

(X − x)

(X − x)2 + (Y − y)2
(6)

∂β

∂φ
= −1 (7)

From these partial derivatives, we can see that the change
in feature bearing, ∆β, as a result of linear movement of
the camera (∆x,∆y) is independent of the orientation of the
camera, and that changes as a result of angular movement, ∆φ,
is independent of the location of the camera. These points seem
to indicate that it is possible to isolate the effects of linear and
rotational motion in an error function.

To derive a rotation independent error function, we con-
tinue by converting the relative feature offsets (X − x) and
(Y − y) to polar form as,

(X − x) = r cos θ (Y − y) = r sin θ,

and substitute this into the partial derivatives of (5) and (6).
With these substitutions, the Taylor expansion of (4) becomes,

β′ = β +
sin θ

r
∆x+

cos θ

r
∆y −∆φ. (8)

Under the assumption of uniformly distributed features
around the robot, i.e. θ ∈ Θ ∼ U(−π, π) and that the feature
bearing, Θ, and range, R, are independent we have,

E

[
sinΘ

R
∆x

]
= E[sin Θ]E

[
1

R

]
∆x = 0,

since,

E[sin Θ] =

∫ π

−π

1

2π
sin θdθ = 0.

Following the same process for the ∆y term, we can conclude
that,

E [β − β′] = E [∆β] = −∆φ, (9)

and therefore that the expected value or mean of the change
in feature bearing is only affected by the change in orientation
of the camera. As a result, any residual error must be related
to linear movement of the camera. It is therefore sufficient to
choose the quantity,∑

matched features

(∆β − E[∆β])
2
, (10)

as the error function. One may recognise this term as being
very similar to the variance of ∆β, and this observation leads
us to choose this variance as our error function. It should be
noted however that when working with statistical quantities
of angular values, the conventional estimators do not work
due to the fact that angles wrap around. As a result, we have
to use variance estimators related to the Wrapped Normal

Distribution when calculating this variance. More information
on this distribution and the application of estimators to angular
values may be found in [12].

A. Calculating the Error Metric

As mentioned in the previous section, we propose an error
metric related to the variance of the change in feature bearing
at the camera moves in the environment. This variance is
calculated using estimators related to the Wrapped Normal
Distribution. For completeness, this algorithm is summarised
here.

1) Given two sets of observations of N matched fea-
tures with bearings B = [β1, · · · , βN ] and B′ =
[β′1, · · · , β′N ]:

2) Compute the bearing differences ∆βi = β′i − βi for
all N features.

3) Compute R̄2 as,

R̄2 =

(
1

N

N∑
i=1

cos ∆βi

)2

+

(
1

N

N∑
i=1

sin ∆βi

)2

.

(11)
4) Compute the value of the error metric as:

e =
1− 1

N

R̄2 − 1
N

. (12)

B. Validity of the Error Metric

In this section we address the validity of the error metric
in terms of using it as a control error. To do this, we compare
the properties of the error metric to those of a Lyapunov error
function V (x) [9], viz.

1) V (0) = 0
2) V (x) ≥ 0, ∀x
3) V (a) ≤ V (b)⇔ a ≤ b ∀|a|, |b| < ε

These requirements essentially state that the error metric
should have a value of 0 on the desired path, should be positive
definite and should be decreasing everywhere towards the path.
For a detailed proof of these requirements for the error surface,
the reader is referred to [15].

C. Extension to a Path

The error metric that we have presented thus far assumed
that we desired the error with respect to a single point
observation. For the case of path following, we would like
to extend this to a path in the environment. To do this, we
save a number of reference images along the path, and at each
point, compute the error metric as the minimum value across
all images in the path set. Given a sample image I0 and a
collection of images along the path I = {I1, I2, · · · , IN} we
can compute the error metric for the sample image as;

e0 = min
n
e(I0, In), (13)

where e0 is the error metric for the sample image and e(I1, I2)
evaluates the error metric between images I1 and I2.

While this sounds computationally expensive, in practice,
the overall computational effort can be reduced by using
image-based search methods such as the Vocabulary Tree [14]
and performing frame-to-frame matching along the dataset.



0 1 2 3 4 5
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

0.16

0.18

0.2

Feature Noise Standard Deviation (σ) [deg]

P
os

e 
S

ta
nd

ar
d 

D
ev

ia
tio

n 
[m

]

Results with Mean Distance to Features r = 10m

 

 

N = 50
N = 150
N = 250

Fig. 1. Results of the performance analysis showing the effect of feature
observation noise, σ, on pose error.

III. PERFORMANCE EVALUATION

We now attempt to address the question of the expected
performance of a controller built around this error metric –
and more specifically, to what extent do the parameters of
the system and environment influence the performance. To
do this, we make use of a Monte Carlo simulation [16]. In
these simulations, we modify each of the parameters under
consideration, and compute the location of the minima of the
error surface. We can then evaluate the effects of each of these
parameters on the expected pose error for the controller.

The parameters that we will investigate are:

1) Feature Noise: As the variance of the observed
feature bearings increases, we expect the error surface
to deteriorate, leading to poorer localisation.

2) Number of Features: As the number of features
increases, the effect of feature observation noise
is reduced due to averaging, resulting in improved
localisation.

3) Mean Distance to Features: As a result of the 1
R

term in the error metric, as the mean distance to
features increases, the error surface flattens resulting
in a greater influence of observation noise on the
localisation performance1.

The Monte Carlo simulation results showing the effects of
varying each of these parameters while keeping the remaining
parameters constant are shown in Figs. 1 through 3.

As expected, increasing the feature observation noise,
decreasing the number of matched features or increasing the
mean distance to features, increases the expected pose error.
If we consider a pose standard deviation of 20cm (the typical
1σ error bound for differential GPS) we see that we can
easily match or better the performance of this sensor in most
scenarios.

1This can also be justified by considering the effect of features at infinity –
bearings to features at infinity do not change with movement of the observer.
Consider for example the sun.
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Fig. 2. Results of the performance analysis showing the effect of the number
of matched features, N , on pose error.
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Fig. 3. Results of the performance analysis showing the effect of the mean
distance to features, r̄, on pose error.

IV. RESULTS

In this section, we present some sample error surfaces
evaluated using both simulated and experimental data.

For the simulated error surfaces, we created a simulated
environment with randomly placed features. We were then able
to evaluate the error function on a grid by generating artificial
images at each evaluation point and comparing these to the
reference images generated at a point or along a path. The
error maps for a single point and an S-shaped reference path
are shown in Figs. 4 and 5 respectively.

In these figures, we see that the error surface is very well
behaved in a simulated environment with no feature matching
errors. In the real world, failures of the feature extraction and
matching algorithm, including aspects such as the degree of
affine invariance, affect the quality of the error metric.

To evaluate the performance of the error metric in a
real world environment, we drove a MobileRobots Seekur
platform [13] fitted with a Point Grey Ladybug3 omnidirection
camera [7] and differential GPS heading unit [6], in a sample
environment along a path shown in Fig. 6. The differential
GPS unit was used to provide the necessary ground truth to
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Fig. 4. Error metric calculated with reference to a single point in a simulated
environment.
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Fig. 5. Error metric calculated with reference to a sample path in a simulated
environment.

determine the locations for each of the captured images. The
images captured at these locations were then used to interpolate
an experimental image map. The experimental results for the
surfaces shown in Figs. 4 and 5 are given in Figs. 7 and 8.

The experimental results clearly show the effect of the per-
formance of the feature matching algorithm when compared to
the simulated results. What we find is that in the experimental
setting, the error metric is only locally valid, in a region where
the feature matching algorithm performs well. This region is
highly dependent on the types of features extracted, where
structured environments with sharp edges and distinct features
outperform unstructured environments such as open fields and
trees.

In structured environments, the practical convergence basin
for the error metric is in the vicinity of 3 to 5 meters.

V. CONCLUSION

In this paper we have conducted a performance evaluation
for a novel error metric intended for use in image-based control
algorithms. We showed that the error metric satisfies the initial
requirement to be dependent on pose only and not orientation
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Fig. 6. Sample path in the environment used to capture images for
computation of the experimental error surfaces in Figures 7 and 8. The
reference point and path used in these experiments is also included for
comparison.
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Fig. 7. Error metric calculated with reference to a single point in an
experimental environment.
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experimental environment.



– and we showed that the error metric performs well in the
presence of observation noise and changes to other parameters
such as number of features and average feature distance.

In a real world environment, the performance of the feature
extraction and matching algorithms play a big role in the
performance of the error metric, reducing the practical area
of operation to between 3 and 5 meters.
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