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Abstract—We explore the application of unsupervised word
segmentation algorithms to phrase-based statistical machine
translation (SMT) systems, translating from English to four South
African languages: Afrikaans, Northern Sotho, Tsonga and Zulu.
Positive results in terms of the standard BLEU and NIST scores
are obtained for systems translating into Afrikaans and Zulu.

Index Terms—phrase-based statistical machine translation

I. INTRODUCTION

While the application of statistical machine translation

(SMT) for the development of high-quality translation systems

in under-resourced scenarios remains a challenge, the technol-

ogy has found application as a component in machine-aided

translation (MAT) systems [1]. In the South African context

such domain-specific MAT systems are currently being devel-

oped, deployed and evaluated for their potential to aid in the

translation of government documents, especially from English

into the other 10 official languages of South Africa. In this

scenario a phrase-based SMT system forms the backbone of

the translation environment software1 which presents an initial

translation and other translation aids such as terminology lists

and spell checkers to the user (translator) who is responsible

for post-correction. Any improvements in the underlying SMT

system in such an application may thus have a positive impact

on translation time or required human effort.

We consider the construction of phrase-based SMT systems

from relatively small parallel government-domain texts to

translate text from English to four South African languages:

Afrikaans, Northern Sotho, Tsonga and Zulu. While Afrikaans

like English is a Germanic language, orthographically it differs

in that noun-noun compounds are written joined-together.

The other three languages are all members of the Southern

Bantu family of which many languages are morphologically

agglutinative. Orthographically however, these languages also

differ in their conventions ranging from fully conjunctive

representation of words for languages in the Nguni sub-

family, such as Zulu to fully disjunctive in the Sotho-Tswana

languages of which Northern Sotho is an example. Tsonga

which is part of a third sub-family known as Tswa-Ronga

also has a largely disjunctive orthography.

In this scenario, we perceive two principle challenges for

SMT:

1See: http://autshumato.sourceforge.net/

1) Data sparsity: text corpora (especially parallel corpora)

are relatively small and domain-bound.

2) Morphological complexity: at least two of the target lan-

guages are morphologically more complex than English,

which may impede the statistical word alignment process,

especially given (1).

In this paper we thus investigate the application of word

or token segmentation algorithms of the target languages,

reporting the effect on SMT results using standard automated

tests. In the following section we further discuss the above

concerns and describe our approach. This is followed by a

description of our text corpora and experimental setup. Finally

we present results and discuss avenues for further work.

II. APPROACH

Constructing SMT systems from parallel text corpora

strongly relies on statistical word alignment [2]. This allows

the automatic processing of such texts, avoiding any subjec-

tivity that would result from manual processing of this nature.

Given the complexity associated with allowing arbitrary word

alignments (e.g including possibilities such as reordering,

omission, insertion and word-to-phrase alignment), typical

alignment models and their associated estimation algorithms

employ certain constraints [3]. For example, the influential

IBM 1 model [4] disallows many-to-one word alignments

to form a generative model which can be estimated using

the expectation maximisation (EM) algorithm. Even though

subsequent models relax some of these constraints, in practice2

the IBM 1 model is still in use to bootstrap the estima-

tion of more complex models [3]. In the phrase-based SMT

framework these word alignment algorithms, which result in

a mapping from one language to another (one direction), are

run twice, once in each direction, in order to extract matching

“phrases” or word sequences. These phrases are then collected,

including probabilities to construct the translation model or

phrase table, that is the component P (S|T ) in the standard

SMT formulation from Bayes’ rule:

T̂ = argmax
T

P (T |S) = argmax
T

P (S|T )P (T ) (1)

where T denotes target language sentence(s), T̂ the translated

sentence hypothesis, S the source language and P (T ) is the

language model.

2See the GIZA++ toolkit available at: https://code.google.com/p/giza-pp/

http://autshumato.sourceforge.net/
https://code.google.com/p/giza-pp/


TABLE I
TEXT CORPUS PROPERTIES.

Language pair Set Number of lines Number of tokens Unique tokens Unique token % Unique token % ratio

English - Afrikaans AFR Mono 1,042,391 17,027,965 290,575 1.71
AFR Parallel 746,782 11,553,922 187,532 1.62
ENG Parallel 746,782 11,524,496 75,616 0.66 2.47

English - Northern Sotho NSO Mono 74,371 1,582,872 44,641 2.82
NSO Parallel 51,824 1,226,073 36,839 3.00
ENG Parallel 51,824 976,324 31,276 3.20 0.94

English - Tsonga TSO Mono 230,825 3,181,567 53,360 1.68
TSO Parallel 151,023 1,881,957 37,349 1.98
ENG Parallel 151,023 1,589,881 26,081 1.64 1.21

English - Zulu ZUL Mono 164,696 1,965,039 231,757 11.79
ZUL Parallel 125,247 1,451,850 195,696 13.48
ENG Parallel 125,247 2,095,232 43,829 2.09 6.44

Given the goals of effectively estimating the translation

and language models, we revisit the challenges identified

in the previous section. Firstly, in the current context, data

limitations are a challenge both regarding quantity and qual-

ity. In most of the above languages few electronic texts

are available and a significant proportion of obtainable text

(e.g. via web crawling) is noisy: containing foreign (code-

switched) or named entity tokens which should ideally be

handled carefully when estimating the language model under

the circumstances. Furthermore, parallel texts are usually rarer,

with official government documents often being the primary

available source. When translating into morphologically more

complex languages the situation becomes more challenging,

with an increasing number of out-of-vocabulary (OOV) words,

and a lower likelihood of finding good word alignments as

described above. This specific scenario has motivated a lot of

work when translating English into languages such Turkish,

Finnish, German, Swahili and others [5], [6], [7], [8], [9].

The application of an unsupervised word segmentation

process here has the potential to address morphological de-

composition in Zulu, decompounding in Afrikaans, as well as

general tokenisation, especially given unknown code-switched,

transliterated or non-ideal texts with inconsistent use of white-

space characters and punctuation (especially hyphens). Ap-

plying such a transformation before estimating language and

translation models, if successful, could reduce the vocabulary

to improve the estimation of statistical models. In this paper

we evaluate relatively simple generic (language-independent)

algorithms and focus on establishing their efficacy on the

given languages. Both Afrikaans and Zulu possibly represent

“easier” cases than what has been reported in the previ-

ous work cited above. While Afrikaans represents a case

similar to translating into German, sometimes making use

of binding morphemes and inflection, it is somewhat more

analytic with many more cases amenable to straightforward

word segmentation. Zulu which makes extensive use of affixes,

being agglutinative, does not exhibit extensive inflection as in

fusional languages.

In the following section we describe our experimental setup

including text corpora, SMT evaluation and word segmentation

algorithms.

III. EXPERIMENTAL SETUP

A. Corpora

Most of the texts used here were sourced from freely

available online sources and the majority of parallel texts are

official government documents. Raw texts were filtered using

n-gram language identification systems classifying sentences

as one of the 11 official languages of South Africa. This

process largely served to remove a significant number of

whole English sentences interleaved in the other language

texts. Furthermore, basic pre-processing was done including

lowercasing, simple sentencisation based on capitalisation and

punctuation, tokenisation to separate punctuation from word

tokens and mapping of digits into one of the following

classes: integer, decimal, telephone number, date and year.

For the parallel corpora, texts were sentence-aligned using the

HunAlign3 software package [10].

Texts were organised into three sets for each language pair

(source and target): a parallel set for the source (English)

and target language resulting from the sentence alignments

of parallel documents and a monolingual (“mono”) set for the

target language which includes the parallel set and additional

sentences. The target parallel set is thus a subset of the

corresponding mono set in each case. A summary of the

corpus properties for each language is presented in Table I.

While the unique token percentages are difficult to compare

between language pairs due to corpus size differences, the

ratio between each target language and English gives an

approximate indication of the relative rates of unique words

in our corpora for the reasons described above.

B. SMT systems and test sets

Since we are primarily interested in exploring the potential

of unsupervised word segmentation algorithms on SMT perfor-

mance in our context, we train and evaluate standard phrase-

based SMT systems using the popular open-source Moses4

3Available at: http://mokk.bme.hu/en/resources/hunalign/
4Version 2.1.1 available at: http://www.statmt.org/moses/

http://mokk.bme.hu/en/resources/hunalign/
http://www.statmt.org/moses/


toolkit [11]. We refrain from tuning parameters, instead using

the default values including a word distortion (re-ordering)

limit of 6 and related weight of 0.3. For the language model

we use the SRILM5 toolkit [12] to estimate 5-gram language

models using interpolation and modified Kneser-Ney discount-

ing. To evaluate system performance we use the standard

automated BLEU [13] and NIST [14] scores. The test sets used

to determine these scores are the “METIS” set of 200 short

sentences that were selected from the “Europarl” corpus [15]

and translated into the target languages Afrikaans, Zulu and

Northern Sotho [16] and the distinct “GOV” sets for Afrikaans

and Tsonga. The “GOV” sets were selected and translated

from sentences collected during the initial stages of corpus

development for these languages and are thus in-domain test

sets. All test sets have 4 reference translations per sentence.

In Table II we summarise the test set properties.

TABLE II
TEST SET PROPERTIES

Language pair Test set Sentences Refs. Eng. tokens Unique

ENG - AFR GOV 800 4 22605 3157
METIS 200 4 2163 810

ENG - NSO METIS 200 4 2163 810
ENG - TSO GOV 500 4 10234 2241
ENG - ZUL METIS 200 4 2163 810

C. Unsupervised word segmentation

Algorithms for unsupervised word segmentation or discov-

ery of morphemes from a text corpus are often based on reduc-

ing the minimum description length (MDL) of a text, i.e. com-

pressing or representing the corpus more compactly in order

to discover meaningful word sub-strings (morphemes) [17],

[18]. However, an exhaustive search through the exponential

segmentation hypothesis space is not feasible and algorithms

thus differ in terms of how this search is approached, often

guided by assumptions about the morphological structure of

the language to be analysed [19]. In this work we explore the

efficacy of two algorithms based on reducing the MDL.

The first is the standard “Baseline” or “recursive MDL”

algorithm described in [17] and implemented in the Morfessor6

toolkit [20]. This is a sophisticated algorithm which by its

structure tries to preserve the consistency of segmentation

while reducing the MDL recursively. Words are considered

individually and previous hypotheses are revisited periodically

in an attempt to avoid local optima. The outcome of the

Morfessor analysis is thus designed to achieve good com-

pression and goodness of representational units (resembling

morphemes).

Considering the word alignment for phrase-based SMT, we

assume that a certain amount of over-segmentation is less

harmful than under-segmentation, provided that segmentation

boundaries also exist at meaningful morpheme boundaries. An

incorrect segmentation in the middle of a meaningful unit

5Available at: http://www.speech.sri.com/projects/srilm/
6Version 2.0.1 available at: http://www.cis.hut.fi/projects/morpho/

would mean that these contiguous segments would have to

be carried together in the phrase table, resulting in no better

word alignment. The second algorithm, described below, thus

relies on recursively reducing the MDL by considering only

segmentation candidates suggested by the character branching

entropy at each character position as done in [18]. For each

position k, character set X and n-gram order n this is given

by:

H(Xk|xk−1, ..., xk−n) =

−
∑

x∈X

P (x|xk−1, ..., xk−n) log2 P (x|xk−1, ..., xk−n) (2)

We also calculate the MDL cost as in [18], [21]. The recursive

algorithm is as follows:

1) Score each position in the corpus calculating the average

character branching entropy7 forwards and backwards for

N from 2 to 5 as shown in Equation 2.

2) Scan the range of branching entropy scores for a good

threshold by applying the segmentation given at each of

100 linearly spaced points and selecting the threshold

with minimum MDL cost.

3) Collect sets of word segmentation candidates by compar-

ing the segmentation according to the threshold found in

(2) and the current corpus segmentation for each word

form and augment this set by adding all combinations of

the resulting sub-strings.

4) Rank segmentation candidates by a simple score which

adds the number of characters of each proposed sub-string

that already exists in the corpus and secondly by number

of proposed split points, selecting the best candidate to

firstly maximise the score and secondly prefer fewer split

points. This step serves to reduce the large number of

segmentation candidates generated in the previous step

to one per word form in a computationally inexpensive

way.

5) Score individual segmentation candidates or clusters ac-

cording to resulting MDL value when applied to the

corpus. In the case of candidate clustering, a set of word

segmentation candidates for each resulting sub-string is

constructed and evaluated as a unit.

6) Add the best candidates to the set of accepted word

segmentations, apply all word segmentations collected

thus far exhaustively and start the next iteration at (3).

As described in (5), we implemented two variants of

the algorithm, based on individual word segmentation

candidates (segcands) and based on candidate clusters

(clustercands). We also experimented with the rate at

which candidates are accepted in each iteration, step 6, ac-

cepting either all candidates that result in a lower MDL than

the current segmentation (greedy) or limiting the number

of accepted candidates (limN), and experimented with the

basis on which a unique segmentation for each word is scored,

step 4, using either the current iteration’s segmented corpus

(recur) or the original corpus (orig).

7Implemented using suffix arrays constructed with software available at:
https://code.google.com/p/pysuffix/ based on [22].

http://www.speech.sri.com/projects/srilm/
http://www.cis.hut.fi/projects/morpho/
https://code.google.com/p/pysuffix/


TABLE III
PHRASE-BASED SMT RESULTS

AFRIKAANS ZULU TSONGA N. SOTHO

TYPE SETUP
GOV METIS METIS GOV METIS

MDL NIST BLEU NIST BLEU MDL NIST BLEU MDL NIST BLEU MDL NIST BLEU

baseline baseline 1.867× 10
8 12.602 0.697 8.551 0.493 3.851× 10

7 3.891 0.056 3.168× 10
7 8.940 0.403 1.649× 10

7 7.192 0.379

morfessor baseline 1.849× 10
8 12.697 0.710 8.551 0.503 3.444× 10

7 3.518 0.079 3.372× 10
7 8.485 0.383 1.723× 10

7 5.966 0.294

segcands (recur)
greedy 1.779× 10

8 12.629 0.702 8.466 0.486 3.294× 10
7 3.539 0.063 3.075× 10

7 8.570 0.381 1.570× 10
7 6.192 0.302

lim5000 1.778× 10
8 12.678 0.705 8.470 0.488 3.282× 10

7 3.738 0.073 3.072× 10
7 8.533 0.380 1.570× 10

7 6.268 0.312

segcands (orig)
greedy 1.781× 10

8 12.631 0.702 8.501 0.490 3.341× 10
7 3.581 0.047 3.082× 10

7 8.521 0.381 1.576× 10
7 6.220 0.306

lim5000 1.782× 10
8 12.667 0.706 8.468 0.484 3.320× 10

7 3.614 0.064 3.084× 10
7 8.562 0.382 1.580× 10

7 6.300 0.308

clustercands (recur)
greedy 1.811× 10

8 12.621 0.702 8.549 0.503 3.463× 10
7 3.578 0.058 3.117× 10

7 8.592 0.382 1.612× 10
7 6.107 0.296

lim3000 1.810× 10
8 12.621 0.702 8.597 0.505 3.473× 10

7 3.469 0.056 3.117× 10
7 8.571 0.379 1.612× 10

7 6.059 0.302

clustercands (orig)
greedy 1.812× 10

8 12.632 0.702 8.602 0.508 3.494× 10
7 3.575 0.053 3.119× 10

7 8.548 0.379 1.615× 10
7 6.153 0.295

lim3000 1.808× 10
8 12.650 0.704 8.572 0.503 3.488× 10

7 3.676 0.052 3.118× 10
7 8.547 0.378 1.615× 10

7 6.106 0.306

D. Application

Applying the segmentation to SMT construction involved

running the algorithms on the target mono corpus and apply-

ing resulting transformations to both the mono and parallel

subsets of the target language. Standard SMT systems were

then trained and a simple word recombination algorithm was

applied to the 1-best output of the decoder. This involved

determining the MDL cost against the original mono corpus

for all string combinations in a window of length N , adopting

the first token and shifting the window by one token until the

entire sentence is processed. This approach worked reasonably

in most cases but future work should focus on improving this

by also including language model information (initial attempts

relying only on language model rescoring were unsatisfactory).

A notable flaw in output sentences is that OOV tokens some-

times absorb surrounding tokens. For Afrikaans we used a

window of 4 tokens and for the other languages N = 5. These

values were not tuned for performance, but limited to reduce

the computational overhead of the process: larger values allow

for a longer string of potential token merges, but the number

of combinations increase rapidly.

IV. RESULTS

We present the SMT system results in Table III for the base-

line word-based systems compared to the proposed algorithms

and variants. Firstly, considering the MDL values shows that

the Morfessor baseline algorithm was only able to compress

the Afrikaans and Zulu corpora, with the Tsonga and Northern

Sotho corpora ending up with higher values than the originals.

The second algorithm always resulted in lower MDL values

and always significantly lower than Morfessor. Similarly, the

segcands and fully recursive (recur) variants generally

resulted in lower MDL values. Of the four languages, we

were able to improve on the baseline Afrikaans and Zulu

systems, but not Tsonga or Northern Sotho. On Afrikaans

and Zulu, Morfessor performed the best in general, but did

not obtain outright best scores on all measures and test

sets. For the second algorithm we obtained better results on

Afrikaans by evaluating and applying candidates by cluster and

determining segmentation candidates by comparing against

the original corpus rather than subsequent iterations. This

makes sense considering that the process largely achieves

decompounding where many segmented sub-strings occur as

independent words in the original corpus. By contrast, in Zulu

it is clearly beneficial to evaluate segmentation candidates

more finely and also to perform recursive analysis to suggest

good segmentation candidates. Slowing the rate at which

candidates are applied (limN vs. greedy – N here refers

to either individual segmentation candidates or number of

clusters) also often leads to better segmentations when the

recursive analysis is used.

A. Discussion

Firstly, positive results in terms of the BLEU and NIST

scores for Afrikaans and Zulu are encouraging considering the

linguistically unsophisticated approach followed in this work.

The BLEU and NIST scores on our test sets give a direct (if

approximate) indication of the utility of the word segmenta-

tion approach on SMT performance in this context. For the

Afrikaans and Zulu baseline and Morfessor experiments we

also calculated 95% confidence intervals using a bootstrapping

analysis as proposed in [23], confirming the significance of

the results. From each test set we derived 1000 test sets of

the same size (number of sentences) by uniform sampling

with replacement from the original and report the average and

confidence intervals (see Table IV).

TABLE IV
SELECTED RESULTS WITH CONFIDENCE INTERVALS

Language pair Test set Metric Baseline Morfessor

ENG - AFR
GOV

NIST 12.06506 ± 0.00397 12.14647 ± 0.00380
BLEU 0.69651 ± 0.00039 0.71017 ± 0.00038

METIS
NIST 8.05538 ± 0.00870 8.04755 ± 0.00852
BLEU 0.49243 ± 0.00110 0.50220 ± 0.00113

ENG - ZUL METIS
NIST 3.71827 ± 0.00827 3.35831 ± 0.00903
BLEU 0.05344 ± 0.00078 0.07856 ± 0.00080

Inspection of the translations resulting from the baseline and

Morfessor SMT systems for Afrikaans seem to confirm that

compounds are often better translated in the latter, including

a reduction in OOV cases. Further work (more directly ex-

amining word alignments) should be done to understand the

potential impact of word segmentation even on the language

pairs where we did not observe improvements in terms of



NIST and BLEU scores on our limited in-domain test sets. It

would also be useful to establish the utility of these systems

in the MAT context. This could be done by capturing usage

information in deployed systems and analysing translation

times and edit distances directly.

It is clear that the MDL criterion may be applied suc-

cessfully as a guide to do word segmentation to enhance

SMT performance, however it is also clear that increased

compression does not guarantee better translation or word

alignment. The iterative framework of the algorithm proposed

in Section III-C may be adapted to also consider this explicitly

by modifying the objective function or stopping criterion

to include information about alignment such as alignment

perplexity or other information from the parallel corpus [7],

[24]. Towards improving the word alignment between source

and target texts the segmentation of the source corpus should

also be considered.

Before deploying the systems presented here, further work

should be done on tuning parameters such as reordering

weights, limits and language model order and the application

of factored models supported in Moses, as well as improving

the word combination algorithm by integrating information

from a language model. This can be done with an implemen-

tation based on finite state transducers (FSTs).

V. CONCLUSION

We have explored the application of unsupervised word

segmentation for translating from English to four South

African languages, demonstrating the utility on translation

performance into Afrikaans and Zulu in terms of the standard

NIST and BLEU measures. The results presented here only

represent initial work in this direction, with more detailed

analysis and development required to determine how best to

apply such a process to the benefit of SMT in this context.
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