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Abstract—Phrase chunking, or shallow parsing, is a method 

of doing partial syntactic analysis by assigning phrasal labels to 

each token in a sentence. This paper describes the development of 

phrase chunkers for three resource-scarce African languages, 

namely Sesotho sa Leboa, Setswana, and Afrikaans. The paper 

describes and investigates conditional random fields and support 

vector machine as possible labelling algorithms for African 

languages and to determine the initial quality of these 

implementations given relatively small data sets. The paper 

further quantitatively describes the use and applicability of 

different features and data set sizes to establish optimal 

approaches to phrase chunking for these three African 

languages. 
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I.  INTRODUCTION 

In the last decade, phrase chunking has become an integral 
part of natural language processing (NLP) with a wide array of 
applications in various human language technologies, such as 
information retrieval, text mining, machine translation, and text 
to speech systems [1-4]. Phrase chunking is a form of partial 
syntactic analysis that assigns words to non-recursive segments 
without assigning more complex syntactic structure such as 
attachment [5, 6]. The approach of shallow syntactic analysis 
with flat representation was first proposed by [6] as an 
engineering solution to NLP tasks that do not require complete 
syntactic analysis, but where syntactic information beyond part 
of speech is useful. This is especially suitable to machine 
learning techniques that treat the assignment of phrasal chunks 
as a labelling problem [7-10]. 

Phrase chunking for the South African languages is part of 
the extension of the National Centre for Human Language 
Technology (NCHLT) project for text resource development, 
with the aim of annotating 15,000 tokens for phrasal chunks 
and creating initial phrase chunkers for ten of the official South 
African languages. This project leverages data annotated for 
morphosyntactic information in the first part of the project [11] 
and provides an additional layer of annotation for all 
languages. This paper will focus on three of the languages that 
forms part of this project, namely Sesotho sa Leboa, Setswana, 
and Afrikaans. 

The first part of the paper provides a brief description of the 
phrase chunking task and annotation process. After this 
description, the most common algorithmic approaches and 

features used to do phrase chunking are discussed. Lastly, an 
initial investigation of the quality of different labelling 
algorithms and different feature sets to the problem of phrase 
chunking for three South African languages is presented. 

II. PHRASE CHUNKING 

Phrase chunking was initially defined by [6] as the 
identification of the non-recursive core of an intra-clausal 
constituent, extending from the beginning of the constituent to 
its head. According to this initial definition of a phrase chunk, 
the sentence “The file will be downloaded to the correct 
location” is assigned the following chunk structure: “[S[NP The 
file] [VP will be downloaded] [PP to [NP the correct location]]].”. 
This definition only placed a restriction on recursivity, but not 
the possibility that one chunk may contain another chunk, as in 
the case of the nested NP inside the PP. 

In 2000, the shared task of the Conference on Natural 
Language Learning (CoNLL) placed a stricter constraint on the 
assignment of chunks, specifically excluding nested and 
overlapping chunks, resulting in each word only belonging to a 
single chunk [10]. Based on these requirements, the PP in the 
previous example is split into two separate chunks, “[PP to] [NP 
the correct location]”. This approach is especially suitable to 
machine learning approaches as it allows the problem to be 
solved as a labelling (tagging) problem, for which ML 
approaches are particularly well suited. The CoNLL chunk 
definition has become the de facto standard in NLP phrase 
chunking tasks. 

A simple Inside, Outside, Beginning (IOB) labelling 
scheme is used for the annotation and labelling of phrase 
chunks [8]. According to this scheme, each token is labelled as 
either the Beginning of a phrase, Inside a phrase or Outside of 
any phrase. The chunks in the example sentence are then 
labelled as “to_B-PP the_B-NP correct_I-NP location_I-NP”. 

Five types of phrases are annotated in the NCHLT data set, 
namely Noun (NP), Verb (VP), Adjectival (ADJP), Adverbial 
(ADVP), and Prepositional (PP) phrases. All tokens that do not 
form part of these phrase types are marked as Outside. The 
annotation of each of the phrase types are done according to a 
protocol developed at the beginning of the project, which 
describes each of the phrase types in detail and provides 
examples of typical phrasal structures. Of the three languages 
discussed in this paper, Afrikaans mostly follows the same 
conventions and sentence structures as the Germanic European 
languages for which extensive work on phrase chunking has 



previously been done [5, 7, 8, 10]. For this reason, Afrikaans 
annotation is relatively straightforward and done in line with 
international annotation practices [10]. 

Phrase chunking is of particular interest to the disjunctive 
African languages as the inherent nature of the language makes 
the definition of the concept “word” difficult. As [12] 
discusses, the disjunctive languages often separate words into 
several tokens where the individual tokens cannot be used as 
distinctive meaningful units on their own, but have to appear 
together in order to have valid meaning. In many other 
languages these separate units would be constructed into a 
single token as a combination of affixes and stems or roots. 
Consequently, one of the central problems in these languages is 
identifying words by combining several tokens, which is one of 
the outcomes of phrase chunking. 

III. QUANTITATIVE APPROACHES TO PHRASE CHUNKING 

Since little or no work has previously been done for phrase 
chunking in these three languages, it is important to validate 
the approaches used by other researchers quantitatively. The 
rest of this section provides a short overview of the different 
approaches and feature sets that are typically used for phrase 
chunking. Based on this brief discussion, quantitative 
experiments are provided and discussed in the following 
section. 

A. Algorithms 

The most common algorithmic approaches have treated 
phrase chunking as a labelling problem using a variety of 
machine learning techniques. This started with the CoNLL 
shared task [10] where all but two systems were learning 
approaches.  From all of the approaches the most successful of 
these have proven to be Conditional Random Fields (CRF) [9] 
and Support Vector Machines (SVM) [13].  

1) Conditional random fields 
CRF is a class of probabilistic graphical models, an 

undirected graph or Markov network, with a directed 
dependency on a subset of variables. The implementation of 
CRF that is used in this paper is the CRF++ implementation 
[14] that defines the conditional probability distribution p(Y|X) 
of label sequences given an input sequences, where Y and X 
are disjoint [15, 16].  

One of the merits of the CRF representation is that it allows 
the modelling of a large set of variables, where the 
dependencies between these variables are very complex and 
not necessarily well-understood. This allows the selection of 
rich feature sets that describe the domain without requiring the 
modelling of their joint distribution [15]. For the experiments, 
three variations of the CRF implementation is used; CRF with 
L1 and L2 regularisation, and an online learning method 
MIRA. Results for all three implementations are provided in 
the following section. 

2) Support Vector Machines 
SVMs are one of the most popular machine learning 

algorithms since they generally perform very well on labelling 
tasks with reasonable sized datasets [17] and can achieve good 
generalisation in data with high dimensionality[13]. Similarly 
to CRFs, SVMs can handle non-linear feature spaces while 

taking combinations of features into account when estimating 
probability. SVMs attempt to separate training examples into 
two classes by finding an “optimal” hyper-plane that 
maximises the margin between the two classes linearly. The 
training instances that lie closest to the edges of the margin are 
called the support vectors, and are the only instances required 
to calculate the decision function, which in turn implies that all 
other training instances can be excluded in the classification 
model, decreasing the size and speed of the SVM 
implementation [13, 17]. 

Although SVMs can only do binary classification, the 
labelling problem for phrase chunking is solved by creating a 
one vs. all SVM for each of the different labels or creating a 
pairwise classification. When performing the classification task 
the SVM, each of the classifiers perform the binary labelling 
task and through weighted voting, the most likely label is 
assigned to the particular token. The implementation used in 
the experiments below use the pairwise classification approach. 

B. Data size 

Phrase chunking for the South African languages in the 
NCHLT project is an exploratory investigation into the 
viability of the technology for African languages. The aim is to 
determine if acceptable quality requirements can be met with 
the limited resources that are available for these languages. As 
part of this investigation, it is important to determine how 
much annotated data is required in order to build phrase 
chunkers that are of acceptable quality, while minimising the 
amount of data that is annotated. In the first part of this 
investigation, data sets of various incremental sizes are 
evaluated to determine what the improvement is with 
incrementally larger data sets. In most of the languages for 
which phrase chunking has been performed, the data sets are 
much larger, often with several hundred thousand annotated 
tokens available for the training and testing of the different 
phrase chunking approaches. 

In this project, a maximum of 15,000 tokens per language 
will be annotated for phrase chunking. This does not constitute 
a large annotated data set, but for most of the languages in the 
project, this will be the only data set annotated for phrasal 
information and will serve as a starting point for further 
development. With this in mind, tests with different size 
training sets is performed in order to determine how much data 
will be required to create phrase chunkers that are of acceptable 
quality. 

C. Feature sets 

The last aspect that will be considered in the quantitative 
validation of phrase chunking for South African languages is 
the features that are used for the respective machine learning 
approaches. The three most common features used in the 
assignment of phrase chunk labels are the word form itself, part 
of speech (POS) tag assigned to the word and the surrounding 
context in the form of n-grams (typically n=2). In addition to 
these features, some researchers have experimented with 
additional information, including text based features, e.g. 
character n-grams, capitalisation information , word length; and 
morphological features [10]. 



In the previous part of the NCHLT Text project [11], both a 
POS tagger and lemmatiser for all the South African languages 
were developed and these systems can be used as knowledge 
sources for the automatic phrase chunking systems. Since the 
annotated phrase chunking datasets are a subset of the data 
annotated during the previous part of the project, all of these 
features were annotated on the data that is processed for phrase 
chunking, and these gold standard annotations is used for the 
training data. For the testing data, these features are generated 
by the respective POS taggers and lemmatisers for each 
language. In the final part of the following section, 
combinations of these features will be evaluated to determine 
how they impact the quality of the phrase chunkers for the 
respective languages. 

IV. EVALUATION AND RESULTS 

In this section of the paper, various phrase chunkers will be 
trained and tested for each of the three languages that are the 
focus of this paper. Because of the fact that the annotated data 
sets are relatively small, all evaluations will be done using 10-
fold cross validation to ensure evaluation results that are as 
reliable as possible. This section starts with a short discussion 
of the metrics that are typically used to perform phrase 
chunking evaluations, before describing the experiments and 
discussing the evaluation results for each of the different 
experiments that are performed. All of these experiments relate 
to the approaches discussed in the previous section. 

A. Evaluation metrics 

There are typically four different metrics calculated for the 
evaluation of phrase chunking [7, 10]. The first metric is 
Accuracy, which calculates the number of correct labels 
assigned to the input, over the total number of labels assigned, 
irrespective of whether the entire phrase is correct or not. The 
Precision and Recall metrics are calculated on the phrase level 
by determining if the assigned label for the entire phrase is 
correct. Precision correlates the total number of correct phrase 
assignments as a fraction of the total number of assigned 
phrases. Recall on the other hand calculates the number of 
correct phrase assignments as a fraction of the total number of 
expected phrases [7]. Finally, the F-score is a combinatory 
metric that reports the harmonic mean between precision and 
recall. The main aim of using the F-score is to ensure that the 
correct balance between recall and precision is maintained. 

As an example, in the following annotated sentence – 
“Peter_B-NP is_B-VP managing_B-NP director_I-NP of_B-PP 
both_B-NP companies_I-NP” – there are seven tokens that 
should be annotated and five expected phrases. In the following 
output from the phrase chunker there are also five phrases, but 
there are two tokens that are incorrectly labelled (managing and 
director): “Peter_B-NP is_B-VP managing_I-VP director_B-
NP of_B-PP both_B-NP companies_I-NP”. Accuracy can then 
be calculated as 0.715 (5/7); Both Precision and Recall are 0.6 
(3/5) since only three of the full phrases of the five assigned 
phrases are correct and only three of the expected phrases are 
correctly labelled. 

B. Algorithms 

In the first set of evaluations the four different algorithms 
are evaluated by performing 10-fold cross validation on all the 

available data for each language. At the time of publishing 
approximately 8,500 tokens are annotated for Afrikaans (AF), 
6,500 for Sesotho sa Leboa (NSO), and 5,500 for Setswana 
(TN) The results of the evaluation on the full set are reported in 
TABLE I.  

The first point to note in the results is that even with 
relatively small data sets, the results reported for all of the 
approaches are relative good. The state-of-the-art systems for 
English report F-Scores in the region of 0.96 and both the NSO 
and TN phrase chunkers achieved results that are only slightly 
worse at 0.9243 and 0.9353 respectively. Afrikaans does 
slightly worse, 0.8933, even though it has more data available. 
There are two factors that account for the lower quality of the 
Afrikaans chunker. Firstly, there is some degree of data 
sparsity since Afrikaans has a significantly larger lexicon than 
either NSO or TN, and since token strings are one of the main 
features of the implementation, there are significantly fewer 
examples of each token in the training and testing data. The 
second possible reason is the quality of the part of speech 
tagger that is available for each language, as [11] report that 
POS tagging for NSO and TN are slightly better than for AF. 

The results also support the fact that CRFs are the best 
approach to labelling phrase chunking data. All three CRF 
implementations perform better than the best SVM approach. 
Of the three CRF implementations, the two CRFs with L1 and 
L2 regularisation perform best, and although the L1 
regularisation algorithm performs slightly better for NSO, the 
difference between the two algorithms is not statistically 
significant. With these results in mind, the remaining 
experiments only report results for the CRF-L2 
implementation. 

TABLE I.  10-FOLD CROSSVALIDATION EVALUATION RESULTS FOR FOUR 

DIFFERENT ALGORITHMS 

  

CRF-L1 CRF-L2 
CRF-

MIRA 
SVM 

Accuracy 

AF 0.9250 0.9240 0.9207 0.8976 

NSO 0.9431 0.9401 0.9350 0.9093 

TN 0.9429 0.9503 0.9413 0.9214 

Precision 

AF 0.8932 0.8927 0.8873 0.8617 

NSO 0.9264 0.9244 0.9199 0.8907 

TN 0.9267 0.9363 0.9268 0.8965 

Recall 

AF 0.8948 0.9006 0.8900 0.8561 

NSO 0.9309 0.9316 0.9251 0.8910 

TN 0.9221 0.9343 0.9226 0.8987 

F-Score 

AF 0.8940 0.8966 0.8886 0.8589 

NSO 0.9286 0.9280 0.9225 0.8908 

TN 0.9243 0.9353 0.9246 0.8976 

  



TABLE II.  10-FOLD CROSS VALIDATION F-SCORE RESULTS ON 

DIFFERENT TRAINING SET SIZES 

 
AF-L2 NSO-L2 TN-L2 

Training 

set (tokens)  

1,000 0.7910 0.8133 0.8579 

2,000 0.8260 0.8532 0.8864 

3,000 0.8433 0.8716 0.9067 

4,000 0.8527 0.8893 0.9186 

5,000 0.8610 0.9178 0.9322 

6,000 0.8678 0.9259 N/A 

7,000 0.8679 N/A N/A 

Full 0.8966 0.9305 0.9426 

C. Data size evaluations 

Part of the aim of this project is to determine how much 
data must be annotated in order to create chunkers of 
acceptable quality. In order to determine this, a small set of 
initial experiments are done to determine how different training 
set sizes impact the quality of the phrase chunker. The size 
experiments created smaller individual training sets of between 
1,000 and 7,000 tokens and with accompanying test sets. As 
before this was done with 10-fold cross validation to ensure 
reliable results. The results in 0indicate that the number of 
tokens in the training data has a significant impact on the 
quality of the phrase chunker, but that even relatively small sets 
of data can yield results that are bordering on acceptable. 
Extrapolating from these results, it is expected that 15,000 
tokens for the two disjunctive languages should yield results 
that are comparable to systems for other languages that have 
far larger training sets. In the case of Afrikaans it is expected 
that more data will be required to reach the same quality level, 
but that even with only 15,000 annotated tokens, the phrase 
chunker should be good enough to impact other applications 
positively. 

D. Feature sets 

It is generally accepted that the best features for labelling 
phrase chunk constituents are the word string and part of 
speech tags which are combined as n-grams to generate the 
feature set for the training of a labelling model, either CRF or 
SVM. Although not widely used, there are several other 
possible features that could be used to improve the quality of 
the chunker, especially in a resource-scarce environment such 
as the case with the three languages discussed here. In order to 
evaluate the impact of different features, three additional 
experiments are performed that include the addition of some 
additional features to the standard string, POS tag and n-gram 
model. The additional features that are tested here are: 

 Character n-grams (i.e. the first and last three characters 
of each word are used as a features); and 

 Text internal features, including: 

o lemma; 

o capitalisation; 

o punctuation; and 

o digits. 

TABLE III.  10-FOLD CROSS VALIDATION F-SCORE RESULTS FOR 

DIFFERENT FEATURE SETS 

 

AF-L2 NSO-L2 TN-L2 

No additional features 0.8966 0.9305 0.9426 

Character n-grams 0.8904 0.9225 0.9366 

Text internal features 0.8920 0.9230 0.9421 

Full feature set 0.9026 0.9304 0.9305 

 

The results in TABLE III. show that for the two 
disjunctively written African languages, these features do not 
improve the chunkers, and either have no impact or cause 
regressions in the results. For Afrikaans the situation is slightly 
different, where none of the additional feature sets individually 
improve the results, but the combination of all the feature sets 
does yield a small improvement of 0.006 for the F-score. This 
is most likely due to the fact that the Afrikaans chunker 
performs slightly worse than the chunkers for the other two 
languages, and that the additional information can indeed be 
used to make more accurate labelling assignments. 

V. CONCLUSION 

This paper describes the development of initial phrase 
chunking annotated data and chunkers as part of the NCHLT 
Text extension project. The paper aims to investigate three 
different aspects in the development of phrase chunkers for 
South African languages in order to show the viability of the 
technology for these languages given limited resources. It is 
shown that a CRF implementation with L2 regularisation yields 
the best results for phrase chunking across all three languages, 
although any one of the three implementations described here 
yield acceptable initial results.  

It is further shown that even with relatively small training 
data sets, phrase chunking can be accurately done for the 
disjunctive African languages, but that more data is needed for 
Afrikaans in order to attain the same quality level. Lastly, it is 
shown that a combination of word initial and final character 
trigrams and textual features improve the quality of the 
Afrikaans chunker, but not for the other two languages. 

Based on the work reported on in this paper, additional 
annotations will be done for the languages discussed here to a 
total of 15,000 tokens per language. The annotation will also be 
done for the other indigenous South African languages for 
which similar experiments will be done. The chunkers 
described in this work are going to be made available to the 
wider research community in order to see how well they 
perform as internal technologies for other applications, such as 
machine translation and text-to-speech systems. 
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