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Abstract — Although a straightforward machine translation 

system can be trained with relatively little effort additional 

processing can often make a significant difference in the quality 

of the translated output. This article discusses several different 

sets of experiments aimed at improving the output of the English-

Xitsonga machine translation system. These experiments include 

data cleaning, adding extra linguistic information to the training 

data and using placeholders to decrease data sparsity. All 

experiments were evaluated using the same evaluation set to 

ensure comparable results. Some of the methods attempted show 

promising results and it would be worthwhile to apply the same 

methods to other South African language pairs. 
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I.  INTRODUCTION 

In a multilingual environment like South Africa, machine 
translation is playing an increasingly important role in the 
distribution of information. This is especially the case in the 
government domain, where as much of the official 
documentation as possible should be available for all South 
Africans in the language of their choice. Machine translation 
can be used to speed up the work of the translators by creating 
a first draft of the translation which the human translator can 
then correct.  

The National Department of Arts and Culture (DAC) 
therefore launched the Autshumato project in 2007

1
. The goal 

of this project was to create translation aids and resources for 
all the official languages. The initial project also included the 
creation of machine translation systems for three language 
pairs – English to isiZulu, English to Sepedi and English to 
Afrikaans – within the public administration domain. An 
extension of the Autshumato project was launched in 2013 
which included a machine translation system to translate from 
English to Xitsonga. 

The English to Xitsonga machine translation system, like 
the previous three machine translation systems, is based on 
statistical, phrase based machine translation. Although a 
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straightforward machine translation system can be trained with 
relatively little effort (provided there is data available for the 
language pair) additional processing can often make a 
significant difference in the quality of the translated output.  

This article contains the results of several different 
experiments that were done in an attempt to improve the 
machine translation quality without adding more training data 
to the system. The first set of experiments made an attempt to 
"clean" the corpora by removing segments that did not look 
like useful data. The second set of experiments made use of a 
built in function of the machine translation toolkit to add 
additional linguistic information to the training data. The third 
experiment makes use of another built in function of the 
machine translation toolkit to replace certain words with 
placeholders in order to decrease data sparsity. 

The rest of this article is organised as follows: In Section 2 
an overview of the experimental setup is given. This includes 
the training data, software, evaluation methods and the training 
of a baseline machine translation system. The following section 
(Section 3) discusses the data cleaning experiments and their 
results. Section 4 discusses the use of factored translation 
models to add additional information to the training data. The 
experiment on using placeholders to decrease data sparsity is in 
Section 5. The final section (Section 6) gives the conclusion 
and discusses some possibilities for future work. 

II. SETUP 

This section will give an overview of the setup used to train 
the English-Xitsonga machine translation systems. This 
includes available data, data processing, machine translation 
tools and evaluation methods. The development and evaluation 
of a baseline system is also discussed.  

A. Data 

Most of the available data for this language pair comes 
from translated documents in the government domain. Some 
documents were gathered from individual translators but a 
large portion of the data was gathered by crawling the 
government domain websites for documents that exist in both 
English and Xitsonga. English sentences were also selected 
from the Europarl corpus [1] and translated to Xitsonga to 



increase the amount of data available. These translations were 
done by professional English-Xitsonga translators. 

Document pairs were first aligned by filename and then 
sentencised. Each document was then aligned on sentence level 
using the Hunalign sentence aligner [2]. To increase sentence 
alignment accuracy a bilingual English-Xitsonga dictionary 
was added to the Hunalign program. The aligned documents 
were then combined and tokenized to insert whitespace 
between words and punctuation. The final bilingual English-
Xitsonga corpus contained 374 446 aligned segments. 

In addition to the aligned, bilingual corpus training a 
machine translation system also requires a monolingual corpus 
in the target language (Xitsonga) to use as training data for the 
language model. This corpus consists of the target language 
part of the bilingual corpus as well as additional monolingual 
Xitsonga data form the same sources. This data was also 
sentencised and tokenized before use. The monolingual corpus 
consists of 645 877 segments of Xitsonga text. 

B. Evaluation 

Machine translation can be evaluated either by humans or 
by automatic measures. Using human evaluation for a number 
of different machine translation systems can however be both 
time consuming and expensive. Therefore automatic evaluation 
is used in this paper. The Nist [3] and Bleu [4] automatic 
evaluation metrics are used to evaluate the quality of the 
machine translated text.  

Both evaluation metrics are based on the principle that a 
“good” machine translated text is one that shows a high degree 
of similarity to a human translation. The similarity between the 
translated text and the reference translation can be measured by 
the number of overlapping n-grams; the higher the number of 
overlapping n-grams, the better the quality of the machine 
translated text and the higher the Nist and Bleu scores. Bleu 
scores can range between 0 and 1. Nist scores do not have a 
clearly defined range, but a higher score is an indication of a 
better translation.  

Since any source language sentence can have multiple 
correct translations, even human translations seldom achieve 
the highest possible Nist and Bleu scores. For this reason it is 
advisable to use multiple, different human translations of the 
same source text as reference translations. This ensures that the 
automatic evaluation metrics give the most accurate results. For 
these experiments a test set of 480 sentences from the 
government domain is used for evaluation. There are 4 
reference translations for the test set, each translated by a 
different, professional translator. 

C.  Development of the baseline machine translation system 

In order to see if the experiments cause any improvement 
on the quality of the translation created by the machine 
translation system a baseline with no additional processing was 
trained to compare all the other systems with. The Moses open 
source statistical machine translation toolkit [5] was used to 
train the machine translation systems. The language models 
were trained using the IRST Language Modelling toolkit [6]. 

All language models used for the experiments discussed in 
this paper were trained using 4-grams. Past experiments have 
shown that 4-gram language models tend to achieve the best 
overall results, however this study did not experiment on other 
possible n-gram values. Phrase-based machine translation 
models were used. For the baseline system no addition 
processing other than what was discussed in the data section 
was done. The baseline machine translation system got a Nist 
score of 8.4351 and a Bleu score of 0.3694.  

III. DATA CLEANING 

Crawling the internet for data can result in very bad quality 
corpora. Many webpages contain multiple languages or lists of 
contact details. These types of data do not add any value to the 
machine translation system. The language mixing could even 
cause the output of the machine translation system to contain 
words in a language other than the target language. Two 
different cleaning methods were used in attempt to remove the 
"bad" data from the corpus.  

A. Language Identification 

The Language Identifier developed by Pienaar and Snyman 
[7] was used to check the corpus. The language identifier uses 
second generation spelling checkers to identify the language of 
a document or each individual sentence in a document. For this 
research the sentence level identification was used, as only 
those sentences that were identified as not belonging to the 
source or target language were removed.  

To identify the language of a sentence each word in the 
sentence is spellchecked by each of the 11 spelling checkers 
(one for each South African language). The percentage of 
words in each sentence that were correctly spelled is then 
calculated for each individual language. The sentence is 
marked as belonging to the language with the highest score. 
The language identifier classifies each sentence as certain or 
uncertain by using a benchmark percentage. All sentences with 
a chance of being a specific language that is higher than the 
benchmark are marked as “Certain”. The benchmark used by 
the program can be selected by the user. For this experiment 
the benchmark was set to 80. Therefore the program had to be 
more than 80% certain before marking a sentence as definitely 
belonging to a specific language.  

Both the monolingual and bilingual corpora were checked 
with the language identifier. Only sentences that were 
identified as being English in the source part of the bilingual 
corpus and Xitsonga in the target part and monolingual corpus 
were kept. Table 1 shows the sentence counts of the 
monolingual and bilingual corpora before and after the 
language identification step. 

B. Named Entity Recognition 

The web crawled data also contains a lot of named entities, 
where there is nothing but the name in the line. These segment 
pairs do not contribute any useful information to the machine 
translation system and can be removed with little effect on the 
output quality.  



The Autshumato Text Anonymizer [8] was used to identify 
the named entities in the text. The Anonymizer uses a 
combination of rules expressed as regular expressions and 
language specific wordlists to identify named entities. The 
named entities were tagged and all lines from both corpora 
containing only a named entity were removed. If there was any 
additional text in the line with the named entity, the sentence 
remained in the corpus. There were also some cases were one 
of the pair of bilingual sentences consisted only of a named 
entity but the other contained additional text, these sentences 
were also removed. After the sentences were removed, the 
remaining tags in the data were stripped as they were not 
needed during the training of the machine translation system. 

C. Evaluation 

Three machine translation systems were trained using the 
cleaned corpora. One using only the language identified data, 
one using the data with the named entities removed and one 
using a combination of both methods. Table 1 gives the 
segment counts for each of the corpora. The evaluation results 
are in Table 2.  

TABLE I.  DATA COUNTS 

Data counts before and after cleaning 

Type of cleaning applied Monolingual Bilingual 

Without data cleaning 645 877 374 446 

Language Identifier 528 579 312 474 

Autshumato Annonimiser  622 193 363 607 

Combination of Language Identifier 

and Annonimiser 
528 332 312 394 

TABLE II.  EVALUATION RESULTS: DATA CLEANING 

Evaluation results after cleaning data 

Type of cleaning applied Nist Bleu 

Baseline 8.4351 0.3694 

Language Identifier 8.5033 0.3683 

Autshumato Annonimiser  8.4688 0.3699 

Combination of Language Identifier 

and Annonimiser 
8.4485 0.3631 

 

The data cleaning caused the Nist score to rise in all three 
models. The Blue score however only shows a small rise in the 
model trained on the data with the named entities removed. 
Although the evaluation does not show a large improvement in 
the evaluation metrics, the removal of parts of the data did not 
have a big negative effect either. This could indicate that the 
data that was removed did not really contribute to the 
translation of the evaluation data. 

IV. FACTORED MACHINE TRANSLATION MODELS 

Factored translation models offer the ability to add 
additional linguistic information to the data being used to train 
a machine translation model. This information can include 
lemmas, part-of-speech tags, gender classes or other 
morphological information. Adding such information to the 

training data may enable the resulting machine translation 
system to do a better job of translating data. This can be 
especially useful in languages where there isn’t a large amount 
of training data available. In the rest of this section two 
experiments to add extra information to the training data will 
be discussed. 

A. Data annotation 

To train factored translation models both the monolingual 
and bilingual data needs to be annotated with the additional 
information needed. For these experiments lemmas and part-of-
speech tags were used. The evaluation data also needs to be 
annotated with the same additional factors. 

The English part of the bilingual corpus, as well as the 
English evaluation data, was annotated with the Treetagger [9]. 
The Treetagger is a language independent lemmatiser and part-
of-speech tagger. The English model distributed with the 
program was used to annotate the data.  

The Xitsonga part of the bilingual data, as well as the 
monolingual Xitsonga corpus, was annotated with the core 
technologies developed as part of the NCHLT Text project 
[10]. The Xitsonga lemmatiser developed in this project uses 
language specific normalization rules to lemmatise text. The 
part-of-speech tagger was trained using the HunPoS open 
source Hidden Markov Model tagger.   

B. Data alignment 

An important step in the training of a machine translation 
system is word alignment. During the word alignment phase 
each pair of aligned sentences are further aligned on word 
level. The Moses machine translation toolkit uses Giza++ [11] 
for the word alignment.  

As Giza++ uses statistics, the more data is available the 
better the word alignments will be. Better word alignments in 
turn will lead to more accurate phrase tables and better 
translations. Unfortunately the language pair English-Xitsonga 
does not have a huge corpus available. This data sparsity can 
lead to sub-optimal word alignment.  

One possible solution for this problem is to do word 
alignment on the lemmas of words instead of their surface 
forms. The factored models allow the lemma of each word to 
be added to the surface form as an additional factor in the 
training data. During the training of the machine translation 
system the word alignment is then done on the lemmas instead 
of the surface forms. But the translation table still uses the 
surface forms, so any text will be translated normally. 

To test the effect of using lemmas for word alignment a 
machine translation system was trained with the annotated 
corpus. The language model from the baseline system was 
used, as this particular factored model does not require a 
special language model. The word alignment was done using 
the factors containing the lemmas. All other setting were kept 
the same as during the baseline training. The results of this 
system can be seen in Table 3. 



C. Sentence reordering 

The machine translation system uses a language model 
trained on the monolingual, target language corpus to 
determine how a correct sentence in the target language should 
look. However, due to the number of possible combinations of 
words that can exists in any language it is nearly impossible to 
gather a corpus large enough to contain all the examples 
needed to correctly order the words in the output.  

Adding part-of-speech tags to the data and training a 
language model on these tags can allow for better word 
reordering in the output of the machine translation system. The 
machine translation system can use both a language model 
trained on the surface forms and a language model trained on 
the part-of-speech data. This ensures that, in the case of 
insufficient data in the surface form model, the part-of-speech 
tag model can be used to guess at a good word order for a 
sentence.  

Two language models are needed for the part-of-speech 
reordering model. The first, trained on the surface forms of the 
corpus, is the same as was used in training the baseline 
machine translation system. A second version of the 
monolingual corpus was created using only the part-of-speech 
tags of the words. A new language model was trained on this 
data. Both language models were used to train the machine 
translation system. The machine translation system was trained 
to translate from the surface form and part-of-speech tag of the 
source language to the surface form and part-of-speech tag in 
the target language. Both the surface form of the output and the 
part-of-speech tag was then used to ensure the best possible 
word order of the output sentence. 

D. Evaluation 

The additional data used in the training of the factored 
machine translation systems was also added to the evaluation 
data. Each of the factored translation models were then 
evaluated with the factored test set. As the output of these 
models does not contain any factors the normal reference set 
was used to calculate the Nist and Bleu scores. The results of 
the evaluation can be seen in Table 3. 

TABLE III.  EVALUATION RESULTS: FACTORED MODELS 

Evaluation Results of the Factored machine translation systems 

Factored model type Nist Bleu 

Baseline 8.4351 0.3694 

Word alignment with lemmas 8.5534 0.3720 

Word reordering with part of seech 

tags 
8.5126 0.3675 

Combination of lemmas and part of 

speech tags  
8.5641 0.3731 

 

As can be seen in the results table (Table 3) adding factors 
to the training data can have a beneficial outcome on the 
machine translation systems. Adding lemmas to use during 
word alignment caused both the Nist and Bleu scores to go up. 
The part of speech tags however only increase the Nist score. 
Combining both methods led to the greatest increase in both 
the Nist and Bleu scores. Although these results seem to 

indicate that adding factors to the training data improves the 
machine translation output, to ensure that the changes in the 
automatic evaluation metrics truly reflect a positive change in 
the translation quality human evaluation will be needed.  

V. PLACEHOLDERS 

Many numbers occur only a few times in a corpus. This 
leads to sparse data and makes it difficult for reliable statistic to 
be calculated during the training of the machine translation 
system. Replacing these numbers with a placeholder symbol 
can reduce the data sparsity. Instead of thousands of unique 
numbers in the corpus leading to very sparse phrases there is 
only a single placeholder symbol.  

One of the advanced features of the Moses toolkit is the 
ability to train machine translation systems with placeholders. 
Any type of word can be replaced with a placeholder. The 
placeholders need to be added in both the bilingual data and the 
monolingual language model data. For this experiment only 
numbers were replaced with placeholders. 

A pre-processing script was used to replace all the numbers 
(digit format only) with the placeholder in both monolingual 
and bilingual data. The language model was then trained as 
usual using the monolingual corpus with the placeholders. The 
machine translation system training is constrained to only 
create phrase table entries were placeholders are aligned 1-1. 
This is to ensure that no extra placeholders will be added 
during translation and none of the placeholders will fall away. 
This means that each of the placeholders can be replaced with a 
number again after the text has been translated.  

To make the machine translation system usable, the 
placeholders need to be replaced with the original numbers 
after translation. To enable this ability the text that needs to be 
translated must also have placeholders where the numbers are. 
But to ensure that the correct value of each placeholder is 
added to the sentence after translation the original numbers are 
added to the placeholder as xml mark-up.  

When translating a text containing placeholders the Moses 
toolkit changes the input into factored input where the 
placeholder is seen as the surface form that is used during 
translation and the actual number is stored as an additional 
factor attached to the placeholder. After each sentence has been 
translated, the placeholders are automatically replaced with the 
original numbers. As the numbers are placed back into the 
sentences there is no need to change anything in the reference 
translations used to evaluate the placeholder system. The 
results of the placeholder experiment can be seen in Table 4. 

TABLE IV.  EVALUATION RESULTS: PLACEHOLDERS 

Evaluation Results of the Placeholder machine translation systems 

Model type Nist Bleu 

Baseline 8.4351 0.3694 

Placehodlers 8.4884 0.3680 

 

The addition of placeholders to the data seems as though it 
should improve the translation quality both by ensuring more 



reliable statistics and by making sure that all the numbers that 
were in the input are also in the output. However while the Nist 
score does get better the Bleu score is worse than the baseline. 
Further experiments with the placeholder function may yield 
better results but the initial work discussed here, while not as 
good as hoped for, is not totally discouraging either. 

VI. CONCLUSION 

In this paper we discussed several different experiments 
that aimed to improve the quality of machine translation 
output. For most of the South African languages there is little 
data available, especially the bilingual data needed to train 
machine translation systems. This is why it is extremely 
important that we explore methods that could potentially 
increase the usability of a machine translation system's output 
without requiring additional training data.  

None of the methods tested in this paper caused huge 
increases in the Nist and Bleu scores but all of them did show 
promise. The next step for the English-Xitsonga machine 
translation system could be to combine the different methods 
into one single system. This may yield even better results. 
Another important step in the continuation of this research is 
the inclusion of human evaluation. Automatic evaluation 
metrics are extremely useful to give a quick indication of the 
effects of a new approach but to get a true view of the usability 
of the resulting system human evaluation is critical. It would 
also be really interesting to apply these same methods to other 
South-African language pairs to see if they also improve.  
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